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Abstract—As portable camera’s increase in popularity, classification techniques need to have both a high precision as well as recall
value. Due to the increase in quality of images, these techniques must also be efficient at parsing through large images in order to for
classifications to be done in a timely manner.
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1 INTRODUCTION

W ITH the increasing popularity of smartphones, the
number of images taken each year has increased.

However, to make use of the trillions of images generated
[1] every year the use of supervised classifiers. By using
supervised classification techniques found in the machine
learning space, we can see an overall improvement in over-
all effectiveness of the categorisation of images. Tasks such
as the categorisation of species would be made much easier
due to the subtleties picked up by high precision systems.
In this paper our aim is to study the performance of various
classifier on the CIFAR-10 dataset.We explore not only the
accuracy of a classifier but as well as its speed.

Not only has the quantity of images increased, but
also the quality we aim to look at classifiers that will
demonstrate the trade-offs found between both accuracy
and speed. Image classification is an area that has roots in
lots of technologies. For this reason, the applications of these
classifiers are varied from large scale generalisations such
as understanding a context of an image to smaller more
detailed results such as looking for cancer on a patients
test results. Furthermore, there are also variations in the
maximum time allowed for an image to be classified. As
such, the classifiers chosen are varied in both complexity
and computation time.The classifiers chosen can be broken
down into two categories simple classifiers, Support Vector
Machines(SVM) and random forest, and complex classifiers,
Multi Layered Perceptron(MLP) and Convolutional Neural
Network (CNN).

The effects of preprocessing functions were also looked
at to see if optimisations could be made to any of the clas-
sifiers and to also see how each classifier handled different
preprocessing techniques. Preprocessing techniques such as
grayscale, normalisation, whitening, data augmentation and
Principle Component Analysis were looked at in order to
further understand the best approach for image classifica-
tion.

2 APPROACH

To correctly classify images, we must first understand that
there are several different techniques that can be used to do

this. Our first goal is to redefine the problem of a scalable
accurate classifier in terms of machine learning algorithms.
In doing so, we are able to understand the requirements
for the algorithm we will need to create. The next step
is to clean and pre-process our dataset, so that we are
able to extrapolate the most amount of information from
it so as to allow our algorithm to be scalable to much
larger images found outside the CIFAR-10 dataset. With
an optimised dataset, we are able to apply a variety of
classification techniques to ensure that there is a variety
of ways to manipulate the previously created features. By
utilising supervised learning methodologies we are able to
extract the most out of the predefined features to further
improve on our overall accuracy on the test class.

3 PREVIOUS WORK

One of the first classifications done on the CIFAR-10 dataset
used a multinomial regression model [2]. Using all the
layers and a single hidden layer resulted in an overall
correct accuracy of 64.84%. Cirean [3] realised that tradi-
tional computer and machine learning techniques weren’t
capable of achieving higher scores. To accommodate the
subtelties found in human perception of images, they relied
on Deep Convolutional Neural Networks(DNN). For the
CIFAR-10 dataset, the DNN constructed consisted of 3 maps
(one for each color present)and 10 layers. With this new
methodolgy Cirean was able to achieve a result of 89.14%. A
similar idea was presented by [4] in which a convolutional
neural network was used. However Krizhevsky focussed
on the activation functions used. Krizhevsky explored the
importance of the Rectified Linear Unit(ReLu) and methods
of reducing over fitting (such as Data Augmentation and
using a Dropout).This yielded Krizhevsky an accuracy very
similar to Cirean of 89%.

However, it should be noted that classifiers have been
used on other image datasets such as the methodology seen
by [5]. Bosch’s approach involved selecting a smaller part of
an image by calculating a region of interest(ROI)

Li = max
{rj}

s∑
j=1

K(D(ri), (D(rj))
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where D(ri)andD(rj) are the descriptors for the ROIs ri
and rj respectively. The reasoning behind this method is
that for a particular class there will be subregions of high
similarity. Another classifier explored was the random forest
classier.Griffin [6] showed that a random forest classifier
with correctly preprocessed data was able to classify the
Caltech-256 dataset with an accuracy of 45.6% a significant
improvement over the previous state of the art techniques.
The use of a random forest classifier was not only an
interesting approach but seemingly logical due to the basic
understanding that visually similar images should represent
the same kind of information. Finally the last model that
caught our interest was a SVM model used by [7], which
had an extremely high precision when classifying images.
It should be noted that by having a defined classification
problem an SVM lends itself well to the task despite its high
processing time.

By looking at the merits of these classifiers we can see
that techniques such as a convolutional neural network
will have strong results. Furthermore, by understanding the
benefits of both the SVM and Random Forest models we feel
that there maybe strong results when applied to the CIFAR-
10 dataset.By applying these classification techniques with
a variety of pre-processing techniques we hope to be able to
replicate or improve upon already existing image classifica-
tion models.

When looking at preprocessing methods, we looked at
methods provided by the papers presented above in order
to replicate and combine the algorithms in order to create
a better suited model.Grayscale is a technique in which
an image is stripped of its three colour components before
being used. This process has had varying results [8], and
will be discussed in depth in a later section. Preprocessing
techniques such as Image Augementation have been shown
be extremely effective [9].

4 DATA SET DESCRIPTION

To look at the accuracy of supervised classifiers the dataset
CIFAR-10 has been used. This dataset has been created by
Krizhevsky,Nair and Hinton.

4.1 Data Properties
Within the training dataset there are 50000 tiny images,
with each image having the dimensions of 32 pixels by 32
pixels. There are several parts to the batch files provided.
There are 5 batch files used for both training and validating
the data and a single test batch file. Each batch file is
contains 4 components a data, labels, file names and batch
label component. The test dataset has identical components

however is comprised of only 10000 images.

4.2 Data Dimensionality
Looking at the data component first we see that the dimen-
sions for each batch file are 10000 by 3072. For each row in
the data dataset first 1024 integers are the red values, for the
image. The next 1024 are the green values for the image and
finally the last 1024 integers are blue values. Understand-
ing this is vital when pre-processing the data or creating
classifiers that use the individual colour components for

classifications. Finally we can see that each integer value
ranges from 0 to 255 to represent the individual red green
or blue value for a single pixel.

The labels component provided for each component is a
1 to 1 map to a predefined category. There are 10 categories
provided within the dataset and their mappings can be
seen in appendix (Table 1). There is an even distribution of
images within each category. By looking at the distribution
(Table 2) within each batch we can see that it is not per-
fectly distributed between categories. For this reason, when
appending the batches together for use we need to shuffle
the dataset so that there isn’t a bias towards one or more
categories when training and validating the dataset.

4.3 Preliminary Analysis

In order to train our data, we split the entire training batch
into two sub groups - a training and a validation group. By
shuffling the data before splitting it into the two previously
mentioned categories we are able to not place a bias on
any part of the dataset as the categories are not uniformly
distributed. As such when training our models, we trained
on a random 90% of data and validated on the other 10%.

5 METHODS

5.1 Pre-processing

5.1.1 Grayscale
Opposite to a colourful image is the grayscale image in
which each pixel is sufficiently represented using one digit.
Converting a 3-channel (RGB) image to its grayscale rep-
resentation effectively reduces the dataset complexity as
each sample depth is downgrade from three to one. Since
the entire colour information is discarded, grayscale pre-
processing is effective in datasets where objects colour has
minimal semantic meaning. For instance, what makes a
handwritten digit classified as six is its similarity in shape
with the number 6, regardless it was written in blue or red.
However, grayscale is not considered as helpful for nature

Fig. 1: Grayscale and RGB image

images like CIFAR-10. Using the airplane class as example,
it is often to see the airplane in blue background instead
of red background because sky is blue. In light of this, we
argue that even though grayscale isn’t the effective pre-
processing technique to apply for CIFAR-10 images due to
information loss, and we shall further justify this opinion
using experiments.
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5.1.2 Zero-Centre and Normalisation
Zero-Centre and Normalisation are both very simple but
yet commonly applied pre-processing techniques to regulate
the image data. Figure xxx gives a geometric interpretation
of applying them sequentially on some dataset. The zero-
centre subtracts the mean across every individual feature
in the data (usually followed by dividing features standard
deviation), and normalization typically scales data points to
within its unit length.

The benefit of applying zero-centre and normalisation
is avoiding over or under compensate corrections on data
features during training. Considering a dataset of cars, K-
nearest neighbours classifier would unfairly diminish the
variance in wheel numbers compared to car weights. In
neural networks, imbalanced feature scales would cause the
result of multiplication of gradient vector and learning rate
to bias. In case of images, even though the value of each
pixel per channel is fixed to be within an equivalent range,
we still opt to apply normalisation as the best practice and
also to gain the best possible performance.

Fig. 2: Zero-centreing and normalisation

5.1.3 Data Augmentation
The motivation of doing data argumentation before classi-
fying is to generate more training samples and obtain richer
data variance. Especially for the neural network that usually
needs to learn a big volume of hyper-parameters and prone
to overfitting, a large and pattern rich dataset is the crux
to derive at performing classifier. Introspecting into the
training set of CIFAR-10, there are at least 32 ∗ 32 ∗ 3 = 3072
weights to learn according to the image size, however each
class only has 5000 samples, for which we hypothesize the
training batches are not providing enough samples therefore
data argumentation is needed.

Common image argumentation methods include trans-
formations such as rotating, flipping and color jittering
(Figure: 3). During experiments, we will explore the data
augmentation using the image pre-processing tool of Keras,
ImageDataGenerator.

Fig. 3: Example of data augmenting on a cats image

5.1.4 PCA Whitening
The Principal Component Analysis (PCA) is another algo-
rithm popularly used in image pre-processing to reduce
data dimensionalities, and also serves as a preparation work
of whitening. PCA starts with cantering data points to mean
location (similar to zero-centring), then factorise the covari-
ance matrix into Singular Vector Decomposition (SVD) com-
ponents, after which the dataset can be represented using
non-zero eigenvectors spanning over a lower dimensional
space. Similar to other feature selection algorithms, PCA
causes information loss so fine tuning the component num-
ber is needed to achieve a good balance between accuracy
and time.

Refer to the following illustration, PCA decorrelate data
in the form of many disconnected components. It can be
used to further normalise the data in eigenbasis (whitening)
to produce the a less noisy and concise representation. It is
worth noting that whitening is not considered useful at all
times. Convolutional neuron network learns spatially-local
features therefore the vanilla PCA approach which breaks
local correlation is not an ideal helper. The ZCA whitening,
a PCA variant, provided by Keras ImageDataGenerator for
neural network experiments.

Fig. 4: Extract PCA components and whiten images

5.2 Classifiers

5.2.1 SVM
Support Vector Machine is a supervised learning model
usually used for classification and regression analysis. Its
core idea is the principle of structural risk minimisation,
which in practice is to find a hyperplane represents the
maximum margin of separation between classes [10].

Fig. 5: A linear SVM in two-dimensional space.

SVM performs well in high-dimension space and data
sets which have many attributes. Therefore, SVM can model
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complex image classification and hand-writing recognition
problems. SVM is also effective in cases where the number
of training samples is small. Compare with traditional neu-
ral nets, SVM easier to avoid over fit though change error
term but computationally of SVM is expensive. While using
Non-linear classification in high-dimension space, there will
be many support vectors, so the training speed is much
lower than linear classifier. Considering the time cost, we
choose linear SVM to train CIFAR-10 [10].

5.2.2 Random Forest
Random forest consists of several decision trees in a random
method. Random forests are a way of averaging multiple
deep decision trees, trained on different parts of the same
training set, with the goal of reducing the variance. There
is no correlation between the decision trees in the random
forest. In fact, when the test data enters the random forest,
the classification of each decision tree will decide what
kind of the sample should belong to, and finally the largest
number of occurrences of the result in all all the decision
trees is the result (the weight of each decision tree need to
take into account). Build random forest need followed steps:

1) Draw n tree bootstrap samples from the original
data.

2) Create an un-pruned classification or regression tree
for each bootstrap samples. At each node, Random
select features.

3) Predict new data by aggregating the predictions of
the n trees

The advantages of random forest for image classification
are:

1) Easy to interpret the rules using a tree diagram;
2) It is a non-parametric model and it is easy to incor-

porate a range of numeric or categorical data layers;
3) Classification is fast once the rules are developed.
4) Random forests is an ensemble model which uses

the results from many different models to calculate
the final result. The result from an ensemble model
usually better than the result from any one of the
individual models [11].

5.2.3 Multi Layered Perceptron
A Multi Layered Perceptron(MLP) is an artificial neural
network that maps input to a set of outputs using nodes.
The benefits of having numerous layers of a single layered
perceptron are that a MLP has the benefit of being able to
construct more general networks. The benefit of more gener-
alised networks is that they can allow for more generalised
views to be made rather than fitting directly to the training
data [12] resulting in a remedy for overfitting found in a
single perceptron. By having multiple hidden layers, we
can create pseudo input and output variables which take
in differing weights dependent on the layer it is found in.
For an m-layered MLP, the formula is

z =

m∑
i=0

wn
jixi

Where z is the activations for that layer, wn
ij is the

weights of a layer n and xi being an input node and bj is

the activation. Using this result we can then apply it to one
of many activation functions (rectifier, sigmoid, tanh). An
example of the tanh activation function can be seen below.

f(z) = tanh(z) =
ez − e−z

ez + e−z

These functions allow for the output to be presented in a
non-linear fashion. By doing this we are not confined to
separating data linearly further removing another limitation
found within a single-layer neural network.

5.2.4 Convolutional Neural Network
First introduced by LeCun back in 1998 [13], Convolutional
Neural Network (CNNs) has been the mainstream architec-
ture in the neuronal network family for image classification
tasks. Originally inspired by the biometric finding in cat’s
visual system that certain neurons in receptive fields re-
spond especially to elementary features (e.g. edges, corners
) before recognising the object. Intuitively, a convolutional
neural network is specialised to learn useful local correla-
tions and combine features extracted in low level layers to
support higher order learning.

Besides using fully connected(FC) layers like a general
feed-forward neural network, CNN also relies on several
convolutional and pooling layers before FC layers (Fig 6):

Convolutional Layer: it consists of multiple receptive
fields, each of which is a learnable filter that connects to
a subregion of input image and capable to extract a spatial
or temporal feature. During each forward pass, filter slides
across the image, compute dot products at each stride, and
eventually produce a convolved image.

Activation Layer: the image enhanced by filters is passed
to apply some activation function (e.g., rectified linear
units). The end result is a set of feature maps to reflect what
filter ’sees’ from the image. Generally, filters in lower tiers
learn more specific (low level) features/components such as
the curvy shape a car, or some colour pattern.

Pooling Layer: it performs a downsampling operation on
the feature map. The motivation is to provide a mechanism
for abstraction to mitigate overfitting, and more importantly
to reduce the computation complexity.

Fully Connected Layer: as seen in regular multilayer
perceptron networks, it fully connects to its predecessor
and successor layers and predicts the image class.

Fig. 6: A CNN learns spatial features in convolutional layers,
down samples in pooling layers, and predict classes in the
fully connected layer.
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Because of its local connectivity and ability to use local
structure, convolutional network is usually favoured over
fully connected neural networks. Consider the CIFAR-10
dataset, where each has 32 ∗ 32 ∗ 3 = 3072 features, a
common fully connected layer with 512 neurons would have
1,572,864 parameters. Using a convolutional layer consists
of 512 filters of size 3 ∗ 3, there will be only 4,608 weights
to learn. To conclude, convolutional network successfully
utilises information exists in neighbouring features, leading
to reduction in parameter space and therefore is considered
as an ideal classifier for image dataset.

6 EXPERIMENTS

6.1 Experiment Plan

In the following sections we will demonstrate results and
finding during experiments. We fine tune each algorithm to
both study the effect of different parameter setups, as well
as to find the classifier that best suits for CIFAR 10 dataset.
Table 3 shows the aspects explored for each algorithm and
its testing environment. As a side note, because each author
was assigned to study different algorithms, the testing envi-
ronment depends on individual’s computation resource.

6.1.1 Random Forest
In this experiment, we use random forest to classify CIFAR-
10. First, we compare different number of trees in the
forest and keep other configuration the same, with number
increase, the accuracy of predict is increasing and the price
is the growth of training (Table 4). Then, we keep the
same parameters of random forest, compare the different
number of n components of PCA which decide The number
of retained features. According the training result, when
n components equal to 70, 100 and 130, the accuracy is not
very different. However, without PCA reduce dimension,
the training time is greatly increased and result is obviously
worse than after use PCA.

6.1.2 SVM
In this experiments, using the standard Learn SVM which
provided by Scikit-learn. We do the same test of PCA in
SVM as what we done in random forest, and the result
is very different with random forest (Table 5). With the
n components of PCA increase, the score of predict signifi-
cantly increasing. It shows that PCA is appropriate for Lin-
ear SVM classifier select features. But if the n components
is too large, the compression of data is low.

6.1.3 Multi Layered Perceptron
To develop a neural network we must first establish a base
case. Our base case will be created with a single layer and no
additional features. Furthermore, this base case will have the
smallest amount of neurons possible to allow for the most
nave implementation.

The first thing we noted was that the minimum number
of exit neurons needed to be 10. This was due to the
dataset having 10 distinct classes. Running this with the
SGD optimiser we saw that there was an overall accuracy
of 10.1%. This is to be expected as there is exactly 10% in
each category and as such guessing one category would

result in a minimum of 10% overall accuracy. With the use
of regularisers we see that a value of 1 ∗ 10−8 provides over
200% increase in accuracy for a 50% increase in time. By
adding more layers to the model we are able to move away
from a strictly linear model by introducing the activation
methods mentioned above.

By increasing the number of neurons we are able to
provide more precision to the dataset, by being able to
splice the data in various ways. As such we theorise that
both computation time and accuracy will increase. However,
due to there being only 1 activation type being used for a
majority of the classification we can state that the model
is still limited. As such we have decided on a maximum
of 100 neurons per layer, as an increase after that point
yields minimal results. By increasing the number of layers
we were able to achieve the same if not better results than
when compared to the same number of neurons in a single
layer due to the differing activation functions. The sigmoid
activation function was used due to its fast speed and
accuracy when compared to other activation functions.

Overfitting occurs when the data is too tightly coupled
to the model it is representing when this occurs, a high
accuracy score may be achieved on the training data, but
low on both validation and test data. To overcome this, we
use the technique mentioned earlier called Dropout. From
the data, we can see that as the dropout ratio increases, the
overall accuracy decreases suggesting that currently there is
no overfitting present within the dataset. Finally, the num-
ber of epochs demonstrate the number of complete passes
through the dataset as such by increasing this number we
can have a model that is more fitted to the dataset.

By selecting the best features from each feature set our
multi layered perceptron uses a SVG optimiser, with a
variety of activation functions and regularises we are able
to achieve an accuracy of 0.48 (Table 6).

6.1.4 Convolutional Neural Network

Convolutional neural network is an architecture with many
open choices. Besides layer density and layer counts, the
filter size, pooling method and layer patterns are all tun-
able factors. Hence, instead of ’reinventing the wheel’ or
tediously trying many combinations, we decided to reuse
some of best practices to build the baseline model so the
overall experiment results are more concise and explainable.
Another effort we made was to accelerate the training by
leveraging the cuDNN on GPU [14] . From our observation,
it was able to a train simple CNN 10 times faster than that
on an Intel i5 2.7GHz CPU.

The earliest and simplest CNN architecture (LeNet) [13]
comprises of repeated <Convolution, pooling> patterns
arranged before a fully connected layer and an output layer.
In 2012, a groundbreaking architecture (later called AlexNet)
was introduced by Krizhevsky et al gained a great success in
proving CNNs outstanding ability. Despite being similar to
the LeNet, AlexNet presents a few important tactics which
have been widely applied in nowadays CNN:

Doubly stacked convolutional layer: this enables the
network to learn more complex features before the down-
sampling pooling operations come to destruct the feature
map.
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ReLU as activation function: comparing to traditional
tanh and sigmoid functions, ReLU is both easier to compute
and more robust to overfitting due to sparse activation.

Dropout layers: as introduced in earlier section, it is
used to effectively mitigate overfitting by randomly disable
some nodes during a forward and back-propagation epoch.
In Kriszhevskys paper [4], it was reported to double the
number of iterations required to converge.

In light of AlexNet, we designed our experiment model
whose full architecture is represented as following:

< 2CONV (32)+1POOL+Dropout(0.25) > +FC(512)

+BatchNorm+Dropout(0.25) +OUT (10) ∗ 1 (1)

In which the first two are convolutional layers, each has 32
filters of size (3,3), followed by a pooling layer using either
max or average pooling. A dense layer has 512 hidden neu-
rons gives its predictions to an output layer. Dropout layers
and Batch Normalisations are added to prevent overfitting.
Default settings are maximum 80 epochs and data augmen-
tation involving only geometric transformations (horizontal
flipping, shifting and rotating).

Starting from max pooling without any regularisation
layers (2CNN), we were able to reach 74.78% test accuracy
after 80 iterations. To observe the effect data augmentation,
we further removed pre-processing procedures. It led to a
very exaggerated training accuracy (reaching 99.9% by 29
epochs) but worse validation result. This proved us the
necessity of data augmentation to ensure the convolutional
network learns more general patterns in relatively small
dataset. When regularisation layers are added to the nave
2CNN, increase in training accuracy becomes smoother,
but both validation accuracy and test accuracy demonstrate
improvement. More importantly, the fact that regularisation
narrows the gap between training and validation accuracy
proves its ability to minimise overfitting. Comparing av-
erage and max pooling, max pooling is favoured both in
efficiency and accuracy.

We further extend the 2CNN architecture by doubling
the Conv+Pooling combo for which we hypothesise it could
learn more features. Pleasingly, this model boosts test ac-
curacy to 77.74% with almost no training time overhead
compared to 2CNN with average pooling. However, if we
continue to deepen the network to dozens of layers like
VGGNet, we would expect to observe more aggressive
demand in training time(Table 7).

Fig. 7: Convolutional Training Accuracy.

Fig. 8: Convolutional Validation Accuracy.

7 ANALYSIS

When conducting our analysis our primary goal was too
look at the macro characteristics of the best bred classifier.
As seen in Table 8 there was a clear outlier in terms of both
accuracy, precision, recall and f-score; the convolutional
Neural Network. However, this did come at a price as we
found the time to reach this desired result was far larger
than the other classifiers tested. The SVM model not only
was one of the slowest classifiers, but it also consistently had
the lowest macro scores, consistent with the findings of [7].
Both the random forest and Multi layered perceptron had
very similar accuracy and recall however it was the overall
higher precision found within the random forest that made
it a stronger classifier. By looking at the times taken to reach
these points, we can see that the multi layered perceptron is
by far the fastest classifier suggesting it has a scalable nature
for much larger images and projects. On the other hand, if an
application requires extremely detailed results, and speed is
not an issue then an algorithm such as the CNN will be best
suited due to the much higher overall accuracy and F-score.

Observing 4 classifiers confusion matrices (Appendix:
E), we conclude a few interesting facts about CIFAR10
dataset that cause classifications hard or easy. Commonly,
all classifiers showed good ability of classifying at broad
categoric level, i.e., they mostly struggle with classifying
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within animals, but not between animals and non-species.
Refer to Fig. 9, the circled area corresponds to most Ci, j
where i and j are both animals, and it is where misclas-
sifications were found. Indeed, cat, dog and frog are not
easy classes because they have similar features, e.g., cat
and dog are furry; cat and frog both have pointy heads.
Another common cause of confusion is airplane vs. ship.
After introspecting into the dataset, we realised this might
due to the plane looks similar to a ship from side view
as its wings become less obvious. Based on above, we
hypothesise our current models aren’t complex enough to
capture very detailed differences between objects. As for
the convolutional network, it means more convolutional
layers is an important option if we want to further sacrifice
training time for precision. It is also noticeable fact how MLP
achieves a moderate recall but lower precision for bird class
compared to other classifiers, which may imply it had biased
towards birds hence more regularisation can be considered.
The use of more layers for the MLP, and more branches also
allow for this trade off in an increase in precision for the
overall model at the cost of computation time per epoch.

Fig. 9: A danger zone in the confusion matrix of CIFAR-10

Finally, by looking at the confusion matricies we can see
that the number of 0 values found in each matrix varies
significantly. The more 0 values found, the more defined the
model is about certain areas. As such, we can state that the
more 0’s found within a confusion matrix the more defined a
class will be, as it has no overlapping features with another.

8 DISCUSSION

Above we have presented our studies on existing researches
on the image classification task on CIFAR-10 dataset and
our inspiration gained from the pioneers. Through exper-
iments, we gained more insight into selected algorithms
and identified convolutional neural network as the most
suitable classifier for CIFAR-10. By comparing traditional
algorithms (SVM and Random Forest) and neural network
family (MLP and CNN) in pairs, we were also able to
appreciate how neural networks possess the better potential
to study complex patterns.

Due its rich third party libraries in scientific computing,
Python (v3.5) is chosen as the primary programming lan-
guage throughout the project. To optimise the performance,
we avoid purely relying on vanilla Python list or for loops,
and instead take the advantage of the Numpy package op-
timised for matrix calculation. We use Keras to build neural
networks using high level APIs and Tensorflow with GPU
support as its backend, hence achieved a balance between
ease of prototyping and efficiency.

9 CONCLUSION

In conclusion we can see that the choice of classifier and
pre-processing technique will differ significantly. Further-
more we are able to notice importance of pre-precessing
techniques to not only reduce the unimportant features
but also significantly reduce computation time - something
we noted earlier as being of high importance due to the
ever increasing amount of information found within images.
This means that depending on the task required, different
classifiers may be more suitable.For example, for more time
sensitive classification requirements the use of a MLP may
be more suitable, whilst for more accurate time deferrable
tasks a CNN may be more suitable. We are also able to
appreciate how reinforcing techniques are useful for neural
network based classifier to achieve better generalisability
and credibility.Finally, we note that although these methods
are differing in the process, they have all been able to
successfully classify data at a much higher rate than the
baseline set.

10 FUTURE WORK

As noted in the discussion, we believe that there is still
plenty of room to grow with our current model due to the
lack of use of all the data found within the dataset. The
natural next step would be to include information such as
the filename and other contextual information found within
exif data of an image [15]. Through the use of additional
information they were able to show that using text as an
external feature surrounding the image was a strong feature
that may be feasible with our current model.

As previously noted, each classifier has its own
strengths. By using methods suggested by [16] such as
weighted voting, we see a potential to harness the strengths
of each classifier and as such garner a higher overall preci-
sion.



COMP5318 ASSIGNMENT 2 8

APPENDIX A
ANALYSIS OF CATEGORIES

TABLE 1: Mapping Labels to Categories

Label Category
0 airplane
1 automobile
2 bird
3 cat
4 deer
5 dog
6 frog
7 horse
8 ship
9 truck

TABLE 2: Distribution of categories amongst Labels

Category\Batch 1 2 3 4 5 Total
0 1005 984 994 1003 1014 5000
1 974 1007 1042 963 1014 5000
2 1032 1010 965 1041 952 5000
3 1016 995 997 976 1016 5000
4 999 1010 990 1004 997 5000
5 937 988 1029 1021 1025 5000
6 1030 1008 978 1004 980 5000
7 1001 1026 1015 981 977 5000
8 1025 987 961 1024 1003 5000
9 981 985 1029 983 1022 5000

Total 10000 10000 10000 10000 10000

APPENDIX B
EXPERIMENT PLAN

TABLE 3: Summary of Experiments

Algorithm Experiment Params Feature Reduction Implementation Testing Environment
Random Forest tree size from 70∼130 PCA sklearn.ensemble.RandomForest Intel Core i5 2.9GHz

SVM default setting PCA sklearn.svm.LinearSVC Intel Core i5 2.9GHz

Multilayered Perceptron

Number of layers
Regularisation

Optimisers
Number of epochs

Dropout

n/a Keras.layers, keras.optimisers Tensforflow backend
Intel i7 4770k 3.9GHz

Convolutional Network

Data augmentation
Number of layers

Batch Normalisation
Dropout

n/a keras.layers Tensorflow backend
GPU accelerated training (GTX 750 Ti)
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APPENDIX C
INDIVIDUAL CLASSIFIER FEATURES

TABLE 4: Random Forest Features

Model Accuracy Time(s)
400tree + 100PCA 0.4902 136
500tree + No PCA 0.4899 586
500tree + 70PCA 0.4944 139
500tree + 100PCA 0.4939 183
500tree + 130PCA 0.4928 196
1000tree + 100PCA 0.4992 327
1000tree + 130PCA 0.4998 357

TABLE 5: SVM Features

Model Accuracy Time(s)
SVM + NOPCA 0.3713 4250
SVM + 70PCA 0.3745 243
SVM +100PCA 0.3773 302
SVM + 130PCA 0.3866 360
SVM + 180PCA 0.3988 468‘

TABLE 6: MLP Features

Model Accuracy Time(s)
Nave 0.108 23

Nave + Regulariser 0.23 30
Nave (100 Neurons) + Regulariser + Softmax 0.44 134

Nave (100 Neurons + Regulariser + Additional Layer + Softmax 0.496 100
Nave (100 Neurons + Regulariser + Additional Layer + Softmax + Dropout 0.49 91

TABLE 7: CNN Features

Model Accuracy Time(s)
2CNN + Max Pooling 74.78% 1400s
2CNN + Max Pooling (No Augmentation) 68.07% 812s
2CNN + Max Pooling + Regularisation 75.93% 1450s
2CNN + Average Pooling + Regularisation 75.28% 1550s
4CNN + Max Pooling + Regularisation 77.74% 1550s
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APPENDIX D
RESULTS

TABLE 8: Comparison of Classifiers

Model Description Total Accuracy Total Precision Total Recall F-Score Time(s)
SVM 180PCA 0.3998 0.4168 0.3687 0.3913 468

Random Forest 1000tree + 130PCA Comp 0.4998 0.5492 0.4984 0.5226 357
Multi-Layered Perceptron 100 Neurons + Regulariser + Sigmoid 0.4898 0.4971 0.4898 0.4780 100

Convolutional Neural Network 4CNN + Max Pooling + Regularisation 0.7774 0.7835 0.7774 0.7744 2480

APPENDIX E
CONFUSION MATRIX

RF/1000tree+130PCA

Actual\
pred airplane automobile bird cat deer dog frog horse ship truck

airplane 581 48 41 18 21 21 28 22 158 62
automobile 20 615 13 31 10 23 20 35 67 166

bird 98 34 325 77 144 69 136 47 41 29
cat 41 41 63 298 46 190 136 67 36 82

deer 54 10 109 70 432 39 161 74 25 26
dog 24 33 70 159 51 413 92 81 35 42
frog 9 35 74 47 84 50 627 16 19 39

horse 34 45 29 61 86 90 41 484 31 99
ship 88 83 13 19 13 29 11 16 654 74
truck 42 171 7 34 11 27 28 30 81 569

SVM+180PCA

Actual\
pred airplane automobile bird cat deer dog frog horse ship truck

airplane 488 52 21 12 13 23 29 52 236 74
automobile 73 490 13 9 14 34 41 58 95 173

bird 139 62 183 58 93 94 189 98 55 29
cat 79 96 62 176 32 186 157 70 61 81

deer 71 53 97 36 243 86 188 147 34 45
dog 64 73 74 101 57 331 99 86 78 37
frog 33 56 52 61 70 80 545 48 24 31

horse 52 69 40 27 67 64 53 471 56 101
ship 146 83 8 14 5 39 11 23 576 95
truck 79 181 8 7 13 19 54 45 109 485

Multi Layered Perceptron

Actual\
pred airplane automobile bird cat deer dog frog horse ship truck

airplane 615 36 55 10 8 16 11 23 171 55
automobile 42 631 15 10 1 12 7 23 86 173

bird 118 34 491 48 27 72 70 61 45 34
cat 67 39 136 218 22 208 94 63 68 85

deer 105 28 285 25 218 70 103 89 46 31
dog 53 23 145 125 18 385 55 77 59 60
frog 33 34 164 36 52 74 507 35 25 40

horse 65 24 93 35 24 68 23 537 30 101
ship 112 54 14 5 6 16 2 16 707 68
truck 55 164 21 15 0 19 13 26 98 589
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4CNN + Max Pooling + Regularisation

Actual\
pred airplane automobile bird cat deer dog frog horse ship truck

airplane 703 20 51 11 19 1 19 15 114 47
automobile 4 897 0 3 1 0 8 3 18 66

bird 42 2 603 44 90 36 140 25 9 9
cat 10 5 51 621 46 74 125 30 23 15

deer 8 2 26 30 767 7 100 50 9 1
dog 3 1 39 203 41 595 56 50 6 6
frog 2 1 12 23 9 2 940 3 4 4

horse 8 0 24 35 43 29 24 826 1 10
ship 18 11 7 5 6 0 8 0 927 18
truck 15 32 3 4 3 0 17 5 26 895
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